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Abstract

In this paper, we consider the problem of searching large image databases on the basis of the similarity between a query image submitted to the system and a set of target images in a database. In particular, we propose a system that combines results from several independent query configurations run in parallel. We provide a comparative analysis of performance of the individual configurations, which include four combinations of two color spaces (RGB and YIQ) and two wavelet decomposition algorithms (Haar and Daubechies), and an approach that combines the four configurations (fusion).
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1. Introduction

Visual information retrieval systems can be classified into several generations2. First generation systems4 rely heavily on meta-data (annotated labels providing verbal description of image content). Second generation systems1,8, depend more on the internal features of their members, such as color distribution, shape or texture. Third generation visual information systems3 are “intelligent” systems that “learn” and adjust on the basis of previous experiences. 
The purpose of this work is to develop an effective image retrieval system that can be used in image archiving and can provide a number of the closest database candidate matches for a query (drawn, painted, scanned, or a photograph) while keeping the number of false positive matches (i.e., the matches that are not intrinsically close to the query and the intended target) to a minimum. Our work is based on the work of Jacobs et al.3, a fast and effective method of searching image databases on the basis of low quality-low resolution query images. Their system has elements both from second and third generation systems and relies on Haar wavelets6 the YIQ color space. 
In this paper, we investigate the effect of different color spaces and wavelet types to system performance. Moreover, we propose improving system robustness by reducing false matches through a fusion scheme which combines together the results of searching in two color spaces (RGB and YIQ) and two wavelet types (Haar6 and Daubechies6). 
2. Why Wavelets?

 
The power of wavelets lies in their ability to represent images at multiple scales (resolutions). At a low enough resolution, the unnecessary level of detail can be removed (due to its unneeded influence in comparisons of a query against the target database), and only the most significant features of an image are retained in the form of the location of the largest n coefficients, the number n being specified by the user or set by the system.  Similar images would have the largest coefficients in similar locations. Fig. 2 illustrates this phenomenon. Note that the plots of five largest coefficients for baily/a100001 and baily/a100004, are similar for all three color channels: Y, I, and Q, whereas evrst/a100001 (a mismatch) has very different graphs.
Wavelets allow encoding the most significant information in an image with a number of coefficients that is significantly smaller than the original raw pixel data.  Thus, wavelet decomposition is likely to provide very good image approximation with much less storage space required (and, as a consequence, fewer comparisons made between a query and a target).  Therefore, another advantage that wavelets offer is increased speed of evaluation due to a smaller number of calculations required.
2.1. Multiresolution approach

Jacobs et al.3 presented an effective multi-resolution approach using Haar wavelets. Just like many previous approaches, they computed the distance between a query image Q and potential target images T in a database of images.  However, the metric that they proposed for distance calculation was significantly less expensive to compute. Let [image: image1.wmf][
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 represent the wavelet coefficients with coordinates [i, j]. The original metric proposed3 is the following:
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The coefficients are grouped into a small number of bins, which are found using SAS’ (Statistical Analysis System) logit procedure; thus,
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 in the formula above are constants weighting each bin. The weights are needed in order to put different emphasis on different coefficient locations. Jacobs et al.3 used a binary function 
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 where i and j are the coordinates of a coefficient and NUM_BINS is the number of bins (or groups), determining the total number of weight groups.  For example, with NUM_BINS set at 5, a coefficient with coordinates (4, 10) will be assigned to bin 5 (see Fig. 1): min{max{4, 10}, 5} = 5 and a coefficient with coordinates (3, 2) will be assigned to bin 3: min{max{3, 2}, 5} = 3.

They further simplified the metric by substituting the part [image: image10.wmf][
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.  It should be noted that the largest coefficients that are kept are first binarized: the magnitude of the largest coefficients is insignificant at this point; what matters is the sign of the coefficient and its location.  Thus, as a result of binarization, large positive coefficients are assigned the value of 1 and their location is stored, large negative coefficients are assigned the value of –1 and their location is stored, and the remaining small coefficients are assigned the value of 0.  Therefore, the resulting condition in the substitution of [image: image12.wmf][
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 only checks for similarities of quantized coefficients in their appropriate locations, the number of similarities being significantly smaller in most pairs of images than the number of differences, and, thus, is easier and faster to compute.  The resulting equation becomes:
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Fig. 1: The weights are grouped in a number of bins. If a target image has a same-sign coefficient with the same coordinates in the same color space as the query, it is assigned to one of the bins, and the corresponding weight is used in score calculation.
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Fig. 2: A query image, a returned match, and a mismatching image followed by graphs containing five largest Haar wavelet coefficients in the YIQ color space (Y color channel) for these images.

Here is the summary of their algorithm: two-dimensional wavelet decomposition is performed on a raw image, determining the scaling coefficient 
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 and a specified number of the largest wavelet coefficients. The scaling coefficient is stored along with the sign and location (i, j) of each wavelet coefficient for every image. The querying stage consists of similar basic parts: decomposition, binarization, and keeping the largest n coefficients and their locations. Finally, scores for every query-target pair are calculated using the metric above.

2.2. Rationale for an improved approach

There are two important parameters to be specified in the method of Jacobs et al.3: the color space and wavelet type. They tested three different color spaces in their experiments: RGB, HSV, and YIQ. Although they ended up using the YIQ color space, they found that a good query will bring up the target image, no matter which color space is used. However, they noticed that the false positives found in these different spaces all tended to be very different. This observation suggests that it might be possible to develop a more effective method by combining the results of searching in different color spaces. 

In terms of wavelet type, they only experimented with Haar wavelets due their conceptual simplicity and efficiency in terms of memory and time. It is, therefore, possible that quality in their approach was sacrificed for speed. Applying a more powerful decomposition, like Daubechies wavelets, is likely to extract the image information that gets “overlooked” by Haar wavelets. Although different wavelet types might work as well as or better than Haar, it is also reasonable to expect that combining results of searching from different wavelet types might also reduce the false positives of the system. 
In this paper, we have considered two color spaces (RGB and YIQ) and two wavelet types (Haar and Daubechies). Our goal is to combine the results from different color spaces and wavelet types to improve system robustness in terms of false positives while keeping overall accuracy high.
3. Image Database 

To test our system, we downloaded 1137 images from the World Wide Web (WWW) (mostly using the AltaVista search engine) and classified them into 45 categories. Each category contained visually similar images, representing a relatively narrow visual and conceptual domain7 (i.e. the images belonging to one category shared a fairly low degree of variability). Thus, a query would have to represent a certain target, belonging to a domain (category of images)—a typical example of a combination of target and category searches is defined earlier. This classification would allow evaluating more easily the efficiency of the system, which could be done by determining the ratio between the number of retrieved actual matches (belonging to the same domain) and the total number of candidate matches extracted by the system.


Human similarity perception has to be strictly delineated from visual similarity for our approach. It is not semantic equality (in its linguistic sense) that matters most; rather, our method aims at detecting visual similarity, which is where efficient performance of the system can be observed. In Fig. 3, we present a pair of images that match semantically, but would be an unlikely match in our approach, as they contain very low visual similarity.  
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Fig.  3: A pair of images exhibiting high semantic and low visual similarity.

For evaluation purposes, the database was divided into two distinct sets: the first set of 1001 images was the actual database on which the search was performed and the second set of 136 images comprised the query space (i.e. a set of images that was used for providing query images). 
4. DATA FUSION
4.1. Method

Combining a number of individual methods is not new in image retrieval. Zhuang and Ouhyoung10 proposed what they called a power metric, which combined a shape metric with a color metric. In our application, we use two wavelet types (Haar and Daubechies) and two color spaces (RGB and YIQ), which yield four wavelet type-color space combinations: Haar-RGB, Haar-YIQ, Daubechies-RGB, and Daubechies-YIQ. As mentioned earlier, score computation is weighted. Correct determination of weights is important for optimum system performance, however, we did not notice great performance differences using default weights (see Fig. 4). The results (actual positive matches as opposed to false positives) of running individual tests on each combination are shown in Fig. 5.
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Fig. 4: Comparative example of system performance with optimized and default weights.
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Fig. 5: Performance comparison of four decomposition/color space methods in terms of precision.

Our result indicate that YIQ color space yielded better results than RGB color space and Haar wavelets yielded better resultss than Daubechies wavelets. After inspecting our output data, we noticed that the extracted matches often did not coincide for different configurations. The example below shows a query (from the “gdcan” category) and extracted results for each of the four individual methods. In this case, whereas the maximal number of matches for an individual method is 7 (i.e., Haar-RGB), the number of distinct matches over all four methods is 12 (!): a100004.ppm, a100005.ppm, a100007.ppm, a100009.ppm, a100012.ppm, a100014.ppm, a100015.ppm, a100021.ppm, a100022.ppm, a100023.ppm, a100024.ppm, and a100021.ppm. Please note that not only do the relative locations of the matches differ from method to method, but so do the images. Fig.6 contains a visual representation of the query and the relevant feedback on all four methods (mismatches have been omitted). 
Num. coeffs: 40
Query: gdcan/a100013.ppm
Method:  Haar-RGB            Haar-YIQ            Daub-RGB            Daub-YIQ
File:    gdcan/a100021.ppm   gdcan/a100005.ppm   gdcan/a100019.ppm   gdcan/a100005.ppm
File:    gdcan/a100022.ppm   sf_sn/a100006.ppm   gdcan/a100023.ppm   gdcan/a100012.ppm
File:    gdcan/a100025.ppm   gdcan/a100022.ppm   ggnhm/a100007.ppm   sf_sn/a100006.ppm
File:    gdcan/a100004.ppm   gdcan/a100009.ppm   gdcan/a100009.ppm   gdcan/a100022.ppm
File:    shore/a100005.ppm   sf_sn/a100010.ppm   chrch/a100012.ppm   sf_sn/a100004.ppm
File:    gdcan/a100007.ppm   gdcan/a100014.ppm   ggnhm/a100017.ppm   sf_sn/a100005.ppm
File:    gdcan/a100005.ppm   hvrdm/a100016.ppm   gdcan/a100015.ppm   sf_sn/a100007.ppm
File:    sf_sn/a100005.ppm   sf_sn/a100005.ppm   sf_sn/a100010.ppm   sf_sn/a100010.ppm
File:    shore/a100019.ppm   sf_sn/a100003.ppm   sf_sn/a100005.ppm   roses/a100005.ppm
File:    gdcan/a100024.ppm   gdcan/a100012.ppm   sf_sn/a100006.ppm   gdcan/a100004.ppm
Matches: 7                   5                    4                   4               
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Query: a100013.ppm

Relevant feedback: Haar-RGB
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a100005.ppm  a100012.ppm  a100022.ppm  a100004.ppm
Fig. 6: Sample query and relevant feedback for individual decomposition/color space combinations.
Obviously, the performance can be improved if all four methods are used in parallel and the results are fused. For the same query as above, our fusion approach (see below) returns the following results:

Query: gdcan/a100013.ppm

Method:  Fusion

File:    gdcan/a100022.ppm
File:    gdcan/a100005.ppm
File:    sf_sn/a100006.ppm

File:    gdcan/a100009.ppm
File:    gdcan/a100014.ppm
File:    sf_sn/a100010.ppm

File:    gdcan/a100004.ppm
File:    gdcan/a100007.ppm
File:    gdcan/a100021.ppm
File:    gdcan/a100025.ppm
Matches: 8

The number of matches for the fusion approach in this particular case is 8. It is not the maximal set of 10 matches (i.e, 1% of the database—the number of matches we chose to retrieve for each query); nevertheless, it is an improvement in comparison with any of the four other approaches. Besides, the remaining two “false positives” are rated by the system as such (and, conceptually, they are); however, visually, they are relatively similar to the query. We further elaborate on this issue in Section 4.2.
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sf_sn/a100006.ppm sf_sn/a100010.ppm  
The fusion strategy adopted here is a simple voting on the results of each method. The idea of voting is based on the premise that every time an image comes up as a match, it should receive a vote. The total number of images we consider for voting should be no less than x% of the database where x is the percentage of images we choose to retrieve per query (i.e., x=1 in our case). If n images comprise x% of the database and we fuse the results from four methods, then we should retrieve at least n/4 images per method. We have experimented with the number of “voters” and made the number of images retrieved by each method from 3 to 40.The results are shown in Fig. 7. The overall performance seems to deteriorate with increasing the number images retrieved per method.
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Fig. 7: Recognition rate plotted against the number of retrieved images per method.

It is obvious that if the number of candidates for voting is smaller than the total number of images that need to be extracted, the results that have the right to vote will favor the first few matches in each method from among the extracted images (the supposition being that individual groups of 10 are more likely to rank actual matches at the top of the list while false positives tend to group towards the bottom). This does not always work. As the following example shows, if only 3 candidates per each group are selected, less than the required 10 images can be extracted in voting. This happens because some of the images can get more than one vote if their occurrence is repeated in more than one method. For example out of 12 images considered for voting below, only seven are distinct: 

eifel/a100024.ppm

eifel/a100028.ppm

eifel/a100029.ppm

eifel/a100031.ppm

shore/a100025.ppm

hvrdm/a100012.ppm

prmid/a100017.ppm.

Query: eifel/a100030.ppm
         Haar-RGB           Haar-YIQ           Daub-RGB           Daub-YIQ
File:    eifel/a100029.ppm  eifel/a100024.ppm  eifel/a100029.ppm  prmid/a100017.ppm
File:    eifel/a100028.ppm  eifel/a100028.ppm  shore/a100025.ppm  eifel/a100028.ppm
File:    eifel/a100024.ppm  eifel/a100031.ppm  hvrdm/a100012.ppm  shore/a100025.ppm
File:    eifel/a100023.ppm  eifel/a100009.ppm  yacht/a100027.ppm  eifel/a100024.ppm
File:    eifel/a100026.ppm  eifel/a100027.ppm  castl/a100014.ppm  eifel/a100006.ppm
File:    eifel/a100009.ppm  castl/a100009.ppm  sunst/a100017.ppm  eifel/a100013.ppm
File:    eifel/a100031.ppm  shore/a100024.ppm  sunst/a100009.ppm  castl/a100005.ppm
File:    eifel/a100027.ppm  eifel/a100012.ppm  eifel/a100028.ppm  castl/a100001.ppm
File:    eifel/a100021.ppm  castl/a100001.ppm  vnyrd/a100022.ppm  castl/a100007.ppm
File:    brbrg/a100004.ppm  castl/a100007.ppm  yacht/a100084.ppm  castl/a100024.ppm
Matches: 9                  6                  2                  4

In order to compensate for the “missing” images and to put emphasis on the initial supposition of the higher likelihood of the top images in the extracted lists being actual matches and images towards the bottom being false positives, in cases similar to the one above, we “force” votes on the images in the positions adjacent to the original limitations until the required number of votes is gathered, i.e. after the first three rows for each category have voted, since the requirement of 10 images has not been met, the images in the fourth row are added for consideration, and so on.  The results for the same query using the fused method are provided below.
Query: eifel/a100030.ppm

Method:  Fusion

File:    eifel/a100024.ppm
File:    eifel/a100029.ppm
File:    eifel/a100028.ppm
File:    shore/a100025.ppm

File:    eifel/a100031.ppm
File:    hvrdm/a100012.ppm

File:    eifel/a100023.ppm
File:    eifel/a100009.ppm
File:    yacht/a100027.ppm

File:    eifel/a100026.ppm
Matches: 7
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Fig. 8: Performance comparison of four decomposition/color space methods and the fused data method in terms of precision.
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Fig. 9: Comparison of individual and fused data method performance in terms of the overall system accuracy.
To evaluate system performance, let us define system precision as:

precision = relevant_correctly_retrieved / all_retrieved.
 Fig. 8 and Fig. 9 illustrate the performance of the fusion approach versus the four combinations in terms of precision and accuracy. The fused data method exhibits consistently better performance than any of the individual approaches.

4.2. Discussion
For a database of 1001 images grouped into 45 categories, the average size of each category is 22 images.  Since 1% of the entire database amounts to 10 images, and, as Fig. 7 demonstrates, the positive retrieval ratio does not reach above 40% of the top 1% images retrieved, less than 4 images out of 22 (the recall) are retrieved correctly on average. This can be explained by the fact that every group has a certain degree of variation.  Also, categories often overlap, i.e. inter-category boundaries are not always distinct. The following example illustrates this.

Query: sf_sn/a100011.ppm
Matches found: 
File: sf_sn/a100002.ppm
File: sunst/a100006.ppm
File: sf_sn/a100015.ppm
File: ctnit/a100022.ppm
File: sunst/a100015.ppm
File: sunst/a100019.ppm
File: sf_sn/a100003.ppm
File: sunst/a100005.ppm
File: frams/a100001.ppm
File: sf_sn/a100005.ppm
Number of matches: 4
Visually, seven to eight images out of this sequence can be counted as matches. However, because of the initial manual classification into categories, only four images belong to the same group as the query. The way our automated system counts the matches is based on the directory name match (first five letters in the file name, which represents the directory to which the file belongs). This is done for experimental purposes only in order to speed up and standardize the process of system performance testing. Thus, the automated system is less flexible in recognizing a match, and in our case above counts only four matches, ignoring the other four that could just as well be counted as matches. On individual queries, the user will find system performance to be more robust.
Query: 

1% of the database retrieved:
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5. CONCLUSIONS

Contrary to what we expected, the results for the same number of coefficients kept turned out to be better for the Haar wavelet decomposition than for the Daubechies decomposition method (see Fig. 5). It was mentioned earlier that, whereas the Haar transform finds a pair wise average at each iteration and the elements in successive iterations don’t overlap (i.e. the Haar transform shifts by 2 elements, and, therefore, elements used for one iteration are distinct and do not overlap with the elements used at the previous iteration), the overlap between iterations in the Daubechies transform allows for retaining a higher level of detail, thus skewing the matched results with too much detail.

It should also be noted that the system performance evaluation was done on images that had the same resolution as the images belonging to the target database. In practical terms, the idea of using wavelets was originally aimed at low quality intended target approximation (such as finding an exact match for an approximate drawing or painting that the user had in mind and submitted to the system as a query). In our case, the query and the target sets were distinct; therefore, no exact match was possible, and the system was put at a disadvantage. An ideal and more realistic way to achieve full utilization of the system’s capabilities would be to use a low-resolution query image and a specific image target.
The tradeoff of automation, which occurred due to the relativity of the ground truth established for various database categories and absence of distinct boundaries among different categories, contributed to the unfavorable conditions under which the system was tested. Nonetheless, our system performed remarkably well (i.e., we were able to achieve consistently better results than any of the individual methods described here), and its good performance under more realistic conditions can be expected.

The idea of fusing data obtained on a number of multi-resolution and color space configurations clearly demonstrates improved performance in comparison with individual methods described in this paper. Some preliminary results indicate, the discriminatory power of the Daubechies wavelet transform increases and even exceeds that of the Haar wavelet transform if used on low-resolution image queries (such as painted queries). It would be interesting to perform a more thorough comparative analysis of the two wavelet types. 
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