IEEE TRANSACTIONS ON PATTERN ANALYSIS AND MACHINE INTELLIGENCE, VOL.22, NO. 1,

JANUARY 2000 107

Looking at People: Sensing for
Ubiquitous and Wearable Computing

Alex Pentland, Member, IEEE Computer Society

Abstract—The research topic of looking at people, that is, giving machines the ability to detect, track, and identify people and more
generally, to interpret human behavior, has become a central topic in machine vision research. Initially thought to be the research
problem that would be hardest to solve, it has proven remarkably tractable and has even spawned several thriving commercial

o

enterprises. The principle driving application for this technology is “fourth generation” embedded computing: “smart” environments and
portable or wearable devices. The key technical goals are to determine the computer’s context with respect to nearby humans (e.g.,
who, what, when, where, and why) so that the computer can act or respond appropriately without detailed instructions. This paper will
examine the mathematical tools that have proven successful, provide a taxonomy of the problem domain, and then examine the state-
of-the-art. Four areas will receive particular attention: person identification, surveillance/monitoring, 3D methods, and smart rooms/
perceptual user interfaces. Finally, the paper will discuss some of the research challenges and opportunities.

Index Terms—Looking at people, face recognition, gesture recognition, visual interface, appearance-based vision, wearable

computing, ubiquitious.

1 INTRODUCTION

MART environments, wearable computers, perceptual

user interfaces, and ubiquitous computing generally
are widely thought to be the coming of “fourth generation”
computing and information technology [1], [2], [3]. Because
these embedded computing devices will be everywhere—
clothes, home, car, and office—their economic impact and
cultural significance are expected to dwarf previous
generations of computing. At a minimum, they are among
the most exciting and economically important research
areas in information technology and computer science.

Although the specifics of such “fourth generation”
systems are still far from settled, it is clear that before this
new generation of computing can be widely deployed, it
must be equipped with sensing technology that allows the
computers to be used without detailed instruction and to
respond to some situations automatically. Because of the
impossibility of having users instruct each of the (possibly
dozens) computers these future “smart” environments, the
computers must know enough about the people in their
environment so that they can act appropriately with the
minimum of explicit instruction. Thus, the problem of
context sensing, which is closely related to the famous frame
problem of AIL' has become a critical problem in the
development of fourth generation computing.
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1.1 Why Vision Sensors?

Many types of sensor systems are being explored for
purposes of context sensing. Bar codes are a well-known
solution for connecting physical packages of consumer
goods to electronic computer databases [4]. Passive radio-
frequency (RF) tags are widely used to prevent theft from
stores and new inexpensive versions containing many bits
of identification information are becoming a popular way to
identify people and perform warehouse inventories [1].

Tagging systems like these are both accurate and cost-
effective for identifying packages or cooperating people.
This has lend many observers to argue that general-purpose
visual object recognition is unnecessary for fourth-genera-
tion systems. However all existing tagging systems have
some severe limitations: they require close proximity, can
provide only limited information (it is hard to imagine a tag
that signals when a person smiles), and typically require
sending out an electromagnetic probe signal. Thus, while
tagging systems make it debatable that machine vision will
be a cost-effective solution for recognition of inanimate
objects, it is unlikely that tagging systems will be sufficent
for interpreting the human portion of the computer’s
context: where people are looking or pointing, what task
they are doing, and their affective state (e.g., tired,
confused, pleased, stressed, etc.).

Vision systems, therefore, seem to have a natural place in
this new generation of computing systems. They are able to
track, recognize, and interpret at a distance, are general-
izable to novel but similar situations (e.g., one can recognize
member of the set of all faces, not just faces that have been
trained upon), are usually passive (do not require generat-
ing special electromagnetic illumination), and are now both
low-power and inexpensive.

It is these general properties, together with fourth-
generation system’s need to sense humans in the surround-
ing environment, that has lent a special impetus to the







































