Automatic Recognition of a Baby Gesture
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Abstract

We discuss and present a computer vision system that monitors a sitting baby of ages of 6 months old to one-year-old. The system tracks a baby's mouth and hands and alarms the guardians if it finds some objects in the baby's hand going towards his or her mouth. We use skin detection, grayscale based Sum of Square Differences (SSD) and template matching for tracking the hands and the head of a baby.

1. Introduction  

   It is important that babies are never left unattended. However it is unavoidable and in these cases a computer vision surveillance system could be very helpful to the baby’s guardians. 

   This system would be monitoring a sitting unattended child, when a caregiver has left the room, or turned away to retrieve something and alert them if it finds the baby putting things in the mouth. This system could also provide some statistical data to psychologists interested in studying child behavior. 

   The purpose of the system is not to replace guardians but to provide an aid to them. To this end, it tracks a baby’s mouth and hands using computer vision methods. The system relies on only one camera. We assume that baby is wearing a short-sleeved shirt and a short pair of pants. Moreover, the sitting baby should be upright, stationary and in a sitting position facing the camera when the system starts so that the system can detect the necessary features such as eyes, hands, legs and the mouth. No hands will be tracked until the system finds at least one instance when the baby’s hands are not occluded. A plain dark, non-skin color background is assumed as well.

2. Previous work

   Work especially on recognizing baby’s gesture has not yet been investigated to our knowledge. However, a large amount of research has been performed on gesture recognition in general, using various methods. These methods include motion-based recognition [3], Hidden Markov Model (HMM) [2] and Neural Networks [5]. Cutler and Turk [7] have used optical flow for gesture recognition.

   Our goal also involves hand tracking and head/mouth tracking. A lot of research has been performed to tackle this difficult task of body parts tracking. Martin, Devin and Crowley [6] use an architecture in which a supervisor selects and activates visual processes. They use image differencing and normalized histogram matching for hand tracking. To track hands, Heap and Samaria [8] used 2D deformable models and genetic algorithms. 3D information [9] has also been commonly used to track hands. Many of these approaches have been adapted for head tracking as well. Template matching [4] has been a common approach for tracking and action recognition. Texture models were also used for the head-tracking task by Schödl, Haro and Essa [10].
   Most of these approaches use data images containing only the head and hands. The problem that we’re trying to solve is much harder because we’re simultaneously tracking the head and hands in an image that contains the whole body of a baby (Figure 2).

3. The finite state machine

   The system is based on a finite state machine (Figure 1). The following is a brief discussion of the states and conditions involved in the finite state automaton. 

   The system begins by keeping track of the hands of the baby being monitored. As soon as the system finds one of these hands occluding the head region, it checks the hand motion history. If the distance between one of the hands and the mouth/head region decreases and the same hand occludes the head/mouth region, then it checks if either an object or a hand has covered the mouth. If the mouth is covered then the system alarms or in our prototype it displays “>>>>!DANGER!<<<<” text right on the top of the mouth region (see section on Results - V) in the corresponding image. Otherwise the system will go to the original state of “hand-mouth occlusion”. Every time, before the alert occurs, if a hand occludes the head region which is if two conditions out of three required for the system alert are met, then it will display, “Possible Danger” text on the left side of that particular image (see Results - IV) making the care giver 
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4. Stepwise discussion of the algorithm

   The following are five main steps involved in the system:

1. Find the skin regions of the image.

2. Find the connected components of these regions: the hands, legs and the head. 

3. Find the eyes and the mouth.

4. Track the hands.

5. Alert the guardians if it meets three of the conditions on the gesture recognition. 

Step 1: Find skin regions of the image

   The first step in our approach is to subject the input image to a skin detection algorithm, originally developed by Kjeldsen et al. [1], to find the skin regions (Figure 3) of the baby in the image. The idea, there, is to manually mark a subset of the RGB color space for the training phase and so that the algorithm can recognize skin-colored regions in the future test images.





Step 2: Find the connected components of the regions: the hands, legs and the head

   A connected component algorithm is used to find all neighboring pixels belonging to a region in order to separate and label the skin regions. The result of this algorithm gives a binary image with small holes in the skin regions that are removed by dilating and eroding the image a three times (Figure 4). 

   

   Then we label the head, hands and legs in the image separately. In the case of the baby facing the camera under the assumed constraints, the topmost skin region is the baby’s head. As long as there is no occlusion, the second and third topmost skin regions are the hands and the lowest two regions are the legs. Considering the relative positions of the hands we can distinguish which is the left hand and the right hand.

Step 3: Find the eyes and the mouth 





    Assuming that the baby’s eyes are visible to the camera to begin with, we look for the darkest two pixels (Figure 5) on the head region. These are also the holes in the top region of the skin detected for the head. In subsequent frames the system has a good initial approximation for the location of the eyes. Therefore, we look for the eyes within some margin of the previous eye positions.

                           D1

                                                            D1 = D2

                                 D2


                                            Approximated mouth region


   Using the distance between the two eyes we predict the position of the mouth on the face; and later on we confirm that the mouth does exist in its approximated position. We make the prediction based on the following heuristic that the distance between the eyes is approximately the same distance from the midpoint of the eyes down to the mouth (Figure 6).

   Since lips have a different color distribution from the skin, the confirmation is done by looking for non-skin pixels within a margin of the estimated mouth position (Figure 7). 



First, detecting the hands when they are not occluded (the right hand in Figure 8) and the second and third case involves tracking the hands when they are occluded either with the head (the left hand in Figure 9) or the legs (Figure 10), respectively. Occlusion occurs when some part of a hand is in front or very close to the head or the legs. In this case these two skin regions merge into one skin region. Two hands or legs occluding each other can create the problem mentioned above.
   Detecting the hands when they are not occluded is already accomplished by Step 2, where we label the hands (the right hand in Figure 8). 


Elbow 

Hand                


      To separate the occluded hand from the head region we use the SSD algorithm [11] with the approximate window of the head size in an image. We take the gray scale template of the head region from the frame right before the hand becomes occluded with the head (Original head template in Figure 11). In the next frame when the occlusion occurs (Occluded head-hand in Figure 11) we SSD this original head template over the join head region in order to separate the head from hand (retrieved head from the SSD in Figure 11). Now, this separated head is subtracted from the join head-hand region that will separate the hand region (Separated hand in Figure 11) and gives us a template for the next frame (New head template in Figure 11).









   To separate the hand from the hand-leg (occluded) region we use template matching. We create a template (or a model) of the hand from an image frame when the hand is not occluded (e.g. the right hand in Figure 8). Then, move this template in a specific fashion explained later, in the occluded image frame and find the best match. The best match will be the skin region that totally overlaps the hand template. A straight-line orientation algorithm [12] is used to find the elbow point and the fingers which are the two ends of the straight line of a hand region (right hand in Figure 8). Since the elbow point of the template is now known, it searches for a region which will best match this template by rotating the template around the fixed elbow point. The template is rotated between –15 degrees and +15 degrees around the elbow point (Figure 12), because, considering 30 frames per second capture of a movie, the hand moves very little in the very next frame.  The skin region found from the best match to the template is the hand region separated from the hand-leg occluded region; and it will be used as the template for the next image frame. 




 Step 5: Alert guardians

   A hand going to the mouth gesture needs to pass three conditions before causing an alarm. First, decreasing distance between the hand and the mouth (Figure 13) and the second is the hands are occluded with the head. The third condition is, a significant decrease or increase in the non-skin pixels in the mouth area. The first condition implies that the hand is going towards the mouth. The second condition implies that the hand is over the mouth. The third condition occurs when an object (e.g. toy) covers the area near the mouth. A significant decrease in the non-skin pixels around the mouth area occurs when a skin region (e.g. a hand) covers the mouth, while a significant increase occurs when the mouth opens wide or has a wide object near it.

  





The system will notify the guardian of the possibility of a baby putting things in the mouth when the above three conditions are met.
5. Results

   We have applied this algorithm on 10 sequences of data. The images from the intermediate hand tracking and the gesture recognition from two sequences (i.e., one containing 144 frames and another 77 frames) are shown at the end of this paper (i.e. labeled Hand tracking results and Gesture recognition results).  

      Our algorithm uses a very basic approach for hand/head tracking. It certainly does not have the ability to track the head when this being rotated sideways.                       

   If the system loses the head, it cannot find the mouth region, because mouth tracking depends on eye detection. In eight out of ten sequences, we encountered some problems due to rotation of the baby’s head. 

   Very fast movement of the baby hands was another problem. Even with frequency of 30hz, some data sequences had very blurred images of the hands that led to a failure in hand tracking. We show some of the failure images at the end of the paper (labeled Failure in gesture recognition results). 
6. Conclusion/Future work

   We presented a surveillance system that would be an aid to the caregiver of babies. This computer vision system is targeted for monitoring a baby of ages of 6 months old to one-year-old. We used skin detection, SSD and template matching for tracking of the baby’s hands and mouth. The system could help prevent babies from dangerous situations like choking, the result from putting harmful things in mouth. This system could also provide some statistical data to psychologists doing research on babies' behavior. 

   Our future goal is to try to make hand tracking more robust. Our current algorithm would not work with moderate head rotation; so also plan to make mouth tracking tolerant to significant head rotation.

   Since babies do not sit stable one should use multiple cameras. Pan-tilt cameras, for example, could help us in tracking babies in a wide area of a room.

   In addition, research concerning child behavior is still not explored in computer vision. There are many directions of baby behavior to be explored. Alerting parents when babies sneeze, cough, laugh or cry are some other very interesting problems.
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9. Gesture recognition results
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	IV) >>>>>DANGER<<<<<
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	V) >>>>>DANGER<<<<<
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10. Failure in gesture recognition results

	i) Eyes are found correctly, so is mouth therefore.


	ii) One eye is lost and so is the mouth therefore.
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	iii) Both of the eyes are lost and so is the mouth therefore.
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Figure 2. Original image
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Figure 3. Skin detection
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Figure 4. Connected components
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Figure 5. The eyes





Figure 6. The mouth position
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Figure 7. The eyes and mouth detection





Figure 8. Hand labeling
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Figure 9. Hand occlusion with the mouth





��





Figure 10. Hand occlusion with legs
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Figure 11. Use of SSD to separate a hand from the 


mouth
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Figure 12. Rotation of the template
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Figure 13. Three conditions to alert guardians





Figure 1. Three conditions for alerting guardians
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